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Vision in Brains and Machines



Brains  vs.  machines

“the brain doesn’t do things 
the way an engineer would”

“we needn’t be constrained by 
the way biology does things”



Brains  vs.  machines

“the brain doesn’t do things 
the way an engineer would”

“we needn’t be constrained by 
the way biology does things”“brains and machines use a common set of operating principles”



By the study of systems such as the perceptron, it is hoped that those 
fundamental laws of organization which are common to all information 
handling systems, machines and men included, may eventually be 
understood.

— Frank Rosenblatt,  Psychological Review, 1958.

Cybernetics/neural networks

Norbert Wiener Warren McCulloch & Walter Pitts Frank Rosenblatt



Two modern developments that arose from the 
confluence of ideas between disciplines

Information 
theory

Natural scene
statistics

Signal and image 
processing

Feature 
detection

Machine 
learning

Models of visual
cortex



The ‘Ratio Club’ (1952)
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Possible Principles
Underlying the Transformations

of Sensory Messages

A wing would be a most mystifying structure if one did not know
that birds flew. One might observe that it could be extended a con-
siderable distance, that it had a smooth covering of feathers with
conspicuous markings, that it was operated by powerful muscles, and
that strength and lightness were prominent features of its construc-
tion, These are important facts, but by themselves they do not tell
us that birds fly. Yet without knowing this, and without understand-
ing something of the principles of flight, a more detailed examination
of the wing itself would probably be unrewarding, I think that we
may be at an analogous point in our understanding of the sensory
side of the central nervous system, We have got our first batch of
facts from the anatomical, neurophysiological, and psychophysical
study of sensation and perception, and now we need ideas about what
operations are performed by the various structures we have examined.
For the bird's wing we can say that it accelerates downwards the air
flowing past it and so derives an upward force which supports the
weight of the bird; what would be a similar summary of the most
important operation performed at a sensory relay?

It seems to me vitally important to have in mind possible answers
to this question when investigating these structures, for if one does
not one will get lost in a mass of irrelevant detail and fail to make the

.crucial observations, In this paper I shall discuss three hypotheses
according to which the answers would bc as follows:

1, Sensory relays are for detecting, in the incoming messages, cer-

tain "passwords" that have a particular key significance for the animal.
2, They are filters, or recoding centers, whose "pass characteristics
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Redundancy reduction
(Barlow, 1961)

The hypothesis is that sensory relays 
recode sensory messages so 
that their redundancy is reduced but 
comparatively little information is lost.

...it constitutes a way of organizing 
the sensory InformatIon so that, on 
the one hand, an internal model of 
the environment causing the past 
sensory inputs is built up, while on 
the other hand the current sensory 
situation is represented in a 
concise way which simplifies the 
task of the parts of the nervous 
system responsible for learning and 
conditioning.



• Histogram equalization  
 Laughlin (1981); Bell & Sejnowski (1995)

• Predictive coding  
 Srinivasan, Laughlin & Dubs (1982)

• Whitening 
 Atick & Redlich (1990; 1992);  
  van Hateren (1992; 1993);  
  Dan, Atick & Reid (1996)

Models and experimentally-tested predictions
arising from the redundancy reduction theory

coding characteristic is used in digital image pro-
cessing, and is called "histogram equalization (5).
Note that this coding procedure amplifies inputs in
proportion to their expected frequency of occur-
rence, using the response range for the better resolu-
tion of common events, rather than reserving large
portions for the improbable. 

To see if the first order interneurons of the
blowfly s compound eye use this coding procedure I
compared their contrast-response functions with the
contrast levels measured in natural scenes, such as
dry schlerophyll woodland and lakeside vegetation.
Relati ve intensities were measured across these
scenes using a detector which scanned horizontally,
like the ommatidium of a turning fly. It consisted of
a PIN photodiode, operating within its linear range
in the focal plane of a quartz lens. A combination of
coloured glass filters (Schott, KG 3 + BG 38) was
used to givs, the detector a spectral sensitivity
similar to a fly monopolar cell (3). The scans were
digitised at intervals of 0.070 and convolved with a
Gaussian point spread function of half-width 1.4 0
coHesponding to the angular sensitivity of a fly
photoreceptor (6). Contrast values were obtained by
dividing each scan into intervals of 10, 25 or 500
Within each interval the mean intensity, /, was
found, and substracted from every data point to
give the fluctuation about the mean LlI. This
difference value was divided by the mean to give
the contrast AI/I. The cumulative probability dis-
tribution of contrast levels (Fig. 2) was derived from
15000 readings. As expected, the range of contrasts
encountered increased with the width of the interval
used, but the difference between the two larger
intervals , 25 0 and 500 , was small.

The interneuron s contrast-response function was
measured using the techniques developed for intra-
cellular recording in the intact retina of the blowfly,
Calliphora stygia , 6). Individual LMC' s were light
adapted by a bright steaqy background and the
responses to sudden increments and decrements
about this level recorded (Fig. 2). Repeated re-
sponses to the same stimulus were averaged to
enhance the reliability of the data. The light adapted
contrast-response function approximates to the sig-
moidal form of the cumulative probability function
for contrast levels in natural scenes (Fig. 2). This
matching indicates that this class of neurons uses
the strategy for efficient coding suggested by infor-
mation theory. Since small departures from re-
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Fig. 2. The contrast-response function of light adapted fly
LMC's compared to the cumulative probability function
for natural contrasts (500 interval). Response is normalised
with the maximum amplitude to light off as 0. , and the
maximum amplitude to an increment as 1.0. Data points
averaged from 6 cells; range bars show total scatter. Inset
shows the averaged responses of an LMC to four contrast
steps (the cell hyperpolarises to increments and depolarises
to decrements). The stimulus, a Siemens LD57C light
emitting diode (LED) subtending 20 and filling the centre
of the LMC's receptive field; was mounted in the centre of
the reflecting screen of diameter 160 . LED and screen
brightnesses were equalised by setting the mean LED
intensity so that its substitution for the screen in the centre

. of the field generated a negligible response. Contrast steps
were generated by setting the LED driving voltage to a
new level for 100 ms, and the corresponding contrast
determined by recording the driving voltages and referring
these to the diode s voltage/intensity curve, determined 
situ. Mean light levels where 2.5 to 3.0 log units above the
intensity producing a half maximal response from the dark
adapted LMc.

sponse equiprobability have a marginal effect on
entropy (4), there should be little redundancy asso-
ciated with the LMC response to natural scenes.

The successful application of a central concept
from information theory, entropy, to a neuron
transfer function validates Barlow s suggestion that
redundancy reduction is an important principle in
neural coding (1). In this context it is interesting that
many of the bipolar (7) and ganglion cells (8) of the
vertebrate retina have intensity-response functions
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Figure 3: Curve is the predicted retinal filter from equation 2.7 for a typical
set of parameters, while curve is R(f)-1/2, which is the pure whitening filter.
Finally, curve c is the low-pass filter M. The figure shows that at low frequen-
cies curves and coincide and thus the system is whitening, while at high
frequencies curves and c coincide and thus the retinal filter is determined by
the low-pass filter.

much imagination to see that the agreement is very reasonable especially
keeping in mind that this is not a fit but a parameter free prediction.

3 Discussion

One major aim of this paper has been to answer the question, what does
the retina know about its visual environment? Our initial answer comes
from noting that the experimental ganglion cell kernel whitens the Ifl-
spatial power spectrum of natural scenes found in completely indepen-
dent experiments by Field (1987). This shows that the retinal code has
been optimized assuming whitening as a design principle for an
environment with a Ifl-2 spectrum. In other words, the retina knows at
least one statistical property of natural scenes: the spatial autocorrelator.





V1 is highly overcomplete
Temporal reconstruction o f  the image 

The homunculus also has to face t'he problem that  the image is often nioving 

continuously, but is only represented by impulses a t  discrete moments in time. I n  

these days he often has to deal with visual images derived from cinema screens and 

television sets tha t  represent scenes sampled a t  quite long intervals, and we know 

IVb 

0 1mm
C I 

FIGURE8. A tracing of the outlines of the granule cells of area 17 in layers IVb  and IVc of 

monkey cortex, where the incoming geniculate fibres termmate (from fig. 3 c of Hubel & 

Wiesel 1972) The dots at the top lndlcate the calct~lated separation of the sample points 

coming In from the re t~na ,  allowing tmo per cycle of the higllest spatial frequency 

resolved. The misaligned vernier a t  rlght has a displac~ment corresponding to one sixth 

of the sample separation, or 5' for 60 cycle/deg optimum aclutp The 'grain' in the 

cortex appears to be much finer than In the retlna. 

that  he does a good job a t  interpreting them even when the sample rate is only 

16 s-l, as in amateur movies. One only has to watch a kitten playing, a cttt hunt- 

ing, or a bird alighting a t  dusk among the branches of a tree. to appreciate the 

importance and difficulty of the ~ ~ i s u a l  appreciation of motion. Considering this 

overwhelming importance it is surprising to find how slow are the receptors and 

how long is the latency for the message in the optic nerve, and e~-en  more surprising 

to find how well the system works in spite of this slowness. 

Recent psychophysical work has improved our understanding of these problems. 

At one time i t  was thought that image motion aided resolution (Narshall SI Talbot 

1942),but this was hard to believe because of the bll~rring effect of the eye's long 

LGN 
afferents

layer 4 
cortex

Barlow (1981)



Dense codes
(e.g., ascii)

Sparse, 
distributed codes

Local codes
(e.g., grandmother cells)
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(From Foldiak & Young, 1995)
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Relations between the statistics of natural images and the
response properties of cortical cells
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The relative efficiency of any particular image-coding scheme should be defined only in relation to the class of
images that the code is likely to encounter. To understand the representation of images by the mammalian visual
system, it might therefore be useful to consider the statistics of images from the natural environment (i.e., images
with trees, rocks, bushes, etc). In this study, various coding schemes are compared in relation to how they represent
the information in such natural images. The coefficients of such codes are represented by arrays of mechanisms
that respond to local regions of space, spatial frequency, and orientation (Gabor-like transforms). For many classes
of image, such codes will not be an efficient means of representing information. However, the results obtained with
six natural images suggest that the orientation and the spatial-frequency tuning of mammalian simple cells are well
suited for coding the information in such images if the goal of the code is to convert higher-order redundancy (e.g.,
correlation between the intensities of neighboring pixels) into first-order redundancy (i.e., the response distribution
of the coefficients). Such coding produces a relatively high signal-to-noise ratio and permits information to be
transmitted with only a subset of the total number of cells. These results support Barlow's theory that the goal of
natural vision is to represent the information in the natural environment with minimal redundancy.

INTRODUCTION
Since Hubel and Weisel'sl classic experiments on neurons in
the visual cortex, we have moved a great deal closer to an
understanding of the behavior and connections of visual
cortical neurons. A number of recent models of early visual
processing have been quite effective in accounting for a wide
range of physiological and psychophysical observations.2-4

However, although we know much more about how the
early stages of the visual system process information, there is
still a great deal of disagreement about the reasons why the
visual system works as it does. Theories of why cortical
neurons behave as they do have varied widely from Fourier
analysis 5' 6 to edge detection. 7 However, no general theory
has emerged as a clear favorite. Edge detection has proved
to be an effective means of coding many types of images, but
the evidence that cortical neurons can generally be classified
as edge detectors is lacking (e.g., Refs. 8 and 9).

The notion that the visual cortex performs a global Fouri-
er transform is no longer given serious consideration. The
relatively broad spatial-frequency bandwidths and local
spatial properties of cortical neurons make them unsuitable
for extracting Fourier coefficients. But that leaves the
question of what the visual system achieves with frequency-
selective mechanisms if it does not perform a Fourier analy-
sis. In a number of recent papers 4' 9-1 3 an alternative to the
strict Fourier approach was proposed. This new approach is
based on Gabor's14 theory of communication. Gabor
showed how to represent time-varying signals in terms of
functions that are localized in both time and frequency (the
functions in time are represented by the product of a Gauss-
ian and a sinusoid). These functions, now referred to as
Gabor functions, have been used to describe the behavior of
cortical simple cells that extend in both space and spatial
frequency.

However, the approach provides no further insight into

why cortical neurons might behave in this way. Daugman'2
points out that the Gabor code represents an effective means
of filling the information space with functions that extend in
both space and frequency. However, this does not necessar-
ily imply that such a code must be an efficient means of
representing the information in any image. As we shall see,
the efficiency of a code will depend on the statistics of the
input (i.e., the images). For a wide variety of images, a
Gabor code will be quite an inefficient means of representing
information.

Clearly, the definition of an efficient, or optimal, code
depends on two parameters: the goal of the code and the
statistics of the input.

With few exceptions (e.g., Refs. 15-18), theories of why
visual neurons behave as they do have failed to give serious
consideration to the properties of the natural environment.
Our present theories about the function of cortical neurons
are based primarily on the response of such neurons to stim-
uli such as checkerboards, sine-wave gratings, long straight
edges, and random dot patterns.

Gibson19 always stressed that one must understand the
nature of the environment before one can understand the
nature of visual processing. However, his comments have
gone largely unheeded in the mainstream of vision research.
There seems to be a belief that images from the natural
environment vary so widely from scene to scene that a gener-
al description would be impossible. Thus an analysis of
such images is presumed to give little insight into visual
function.

The main thrust of this paper is that images from the
natural environment should not be presumed to be random
patterns. Such images show a number of consistent statisti-
cal properties. In this paper we suggest that a knowledge of
these statistics can lead to a better understanding of why the
mammalian visual system codes information as it does.

0740-3232/87/122379-16$02.00 © 1987 Optical Society of America
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natural images. Gabor codes have a number of interesting
mathematical properties. As described by Gabor14 and
more recently by Daugman,12 a Gabor function represents a
minimum in terms of the spread of uncertainty in space and
spatial frequency (actually time and frequency in Gabor's
description). However, the Gabor code is mathematically
pure in only the Cartesian coordinates where all the Gabor
channels are the same size in frequency and hence have
sensors that are all the same size in space (i.e., all the rectan-
gles in the diagrams in Fig. 1 are the same size). In such a
case, the Gabor code represents the most effective means of
packing the information space with a minimum of spread
and hence a minimum of overlap between neighboring units
in both space and frequency.

However, modifying the basic structure of the code to
permit a polar distribution such as that shown in our rosettes
(Fig. 3) alters the relative spread and overlap between neigh-
bors. In this section some results are described that were
obtained with a function that partially restores some of the
destructive effects of the polar mapping. This function will
be called the log Gabor function. It has a frequency re-
sponse described by

G(f) = expi-[log(f/f 0 )]2 /2[log(oi/f0 )]2 I, (12)

Bandwidth (octaves)
Fig. 12. Relative response of the different subsets of sensors as a
function of the bandwidth. For example, the plot labeled 0.01
represents the average response of the top 1% of the sensors relative
to the average response of all the sensors. If we consider the sensor
response to be subject to noise, then this plot can be related to the
signal-to-noise ratio. It suggests that spatial-frequency band-
widths in the range of 1 octave produce the highest signal-to-noise
ratio.

active sensors have a high response to the average. If we
consider the fact that cortical neurones are inherently rather
noisy in their response to a stimulus,3 ' this plot can be
considered a measure of the signal-to-noise ratio of different
types of sensors. Coding information into channels with
approximately 1-octave bandwidths produces a representa-
tion in which a small proportion of the cells represents a
large proportion of the information with a high signal-to-
noise ratio.

We have so far considered only channels for which the
ratio of the spatial-frequency bandwidth to the orientation
bandwidth is constant (AF/AO = 1.0). Figure 13 shows re-
sults with various different aspect ratios. One of the diffi-
culties of such an analysis is that the two-dimensional Gabor
functions are not polar separable. That is, the spatial-fre-
quency tuning is not independent of the orientation tuning
(in degrees). Extending the orientation bandwidth actually
extends the response of the channel to higher frequencies.
With the 1/f amplitude spectrum, the response of the chan-
nel will be dependent primarily on the lower frequencies,
with little effect produced by the extension. Nonetheless,
the results of such an analysis are shown in Fig. 13. As can
be seen, an aspect ratio of about 0.5-1.0 is somewhat opti-
mal, although the effects are small.

LOG GABOR CHANNELS

In the previous section we compared a variety of Gabor codes
in terms of their ability to represent the information in

that is, the frequency response is a Gaussian on a log fre-
quency axis. Figure 14 provides a comparison between the
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Fig. 13. Relative response of the different subsets as a function of
the ratio of the orientation bandwidth to the spatial-frequency
bandwidth (AF/AO). A ratio of 1.0 represents a channel that is
circular in frequency space. A ratio of 0.25 represents a channel
that is narrowly tuned to orientation realtive to the spatial-frequen-
cy tuning. For all plots shown here, the spatial-frequency band-
width is fixed at 1.2 octaves.
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Simple-cell receptive fields are well suited to encode images 
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natural images. Gabor codes have a number of interesting
mathematical properties. As described by Gabor14 and
more recently by Daugman,12 a Gabor function represents a
minimum in terms of the spread of uncertainty in space and
spatial frequency (actually time and frequency in Gabor's
description). However, the Gabor code is mathematically
pure in only the Cartesian coordinates where all the Gabor
channels are the same size in frequency and hence have
sensors that are all the same size in space (i.e., all the rectan-
gles in the diagrams in Fig. 1 are the same size). In such a
case, the Gabor code represents the most effective means of
packing the information space with a minimum of spread
and hence a minimum of overlap between neighboring units
in both space and frequency.

However, modifying the basic structure of the code to
permit a polar distribution such as that shown in our rosettes
(Fig. 3) alters the relative spread and overlap between neigh-
bors. In this section some results are described that were
obtained with a function that partially restores some of the
destructive effects of the polar mapping. This function will
be called the log Gabor function. It has a frequency re-
sponse described by

G(f) = expi-[log(f/f 0 )]2 /2[log(oi/f0 )]2 I, (12)

Bandwidth (octaves)
Fig. 12. Relative response of the different subsets of sensors as a
function of the bandwidth. For example, the plot labeled 0.01
represents the average response of the top 1% of the sensors relative
to the average response of all the sensors. If we consider the sensor
response to be subject to noise, then this plot can be related to the
signal-to-noise ratio. It suggests that spatial-frequency band-
widths in the range of 1 octave produce the highest signal-to-noise
ratio.

active sensors have a high response to the average. If we
consider the fact that cortical neurones are inherently rather
noisy in their response to a stimulus,3 ' this plot can be
considered a measure of the signal-to-noise ratio of different
types of sensors. Coding information into channels with
approximately 1-octave bandwidths produces a representa-
tion in which a small proportion of the cells represents a
large proportion of the information with a high signal-to-
noise ratio.

We have so far considered only channels for which the
ratio of the spatial-frequency bandwidth to the orientation
bandwidth is constant (AF/AO = 1.0). Figure 13 shows re-
sults with various different aspect ratios. One of the diffi-
culties of such an analysis is that the two-dimensional Gabor
functions are not polar separable. That is, the spatial-fre-
quency tuning is not independent of the orientation tuning
(in degrees). Extending the orientation bandwidth actually
extends the response of the channel to higher frequencies.
With the 1/f amplitude spectrum, the response of the chan-
nel will be dependent primarily on the lower frequencies,
with little effect produced by the extension. Nonetheless,
the results of such an analysis are shown in Fig. 13. As can
be seen, an aspect ratio of about 0.5-1.0 is somewhat opti-
mal, although the effects are small.

LOG GABOR CHANNELS

In the previous section we compared a variety of Gabor codes
in terms of their ability to represent the information in

that is, the frequency response is a Gaussian on a log fre-
quency axis. Figure 14 provides a comparison between the
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that is narrowly tuned to orientation realtive to the spatial-frequen-
cy tuning. For all plots shown here, the spatial-frequency band-
width is fixed at 1.2 octaves.
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Field (1994)

Simple-cell receptive fields 
are well suited to maximize 
non-Gaussianity (kurtosis) of 
response histograms.
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Non-linear encoding

Image I(x,y)

Pixel values

Outputs of sparse coding network (ai)



• Divisive normalization  
 Schwartz & Simoncelli (2001);  Lyu (2011)

• Non-Gaussian, elliptically symmetric distributions  
 Zetzsche et al. (1999); Sinz & Bethge (2010); Lyu & Simoncelli (2009)

• Contours 
 Geisler et al. (2001, 2009);  Sigman et al. (2001);   
  Hoyer & Hyvarinen (2002)

• Complex cells, higher-order structure  
 Hyvarinen & Hoyer (2000); Karklin & Lewicki (2003, 2009);  
  Berkes et al. (2009); Cadieu & Olshausen (2012) 
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FIG. 38. Wiring diagrams that might 
account for the properties of hypercomplex 
cells. A: hypercomplex cell responding to 
single stopped edge (as in Figs. 8 through 
11) receives projections from two complex 
cells, one excitatory to the hypercomplex 
cell (E), the other inhibitory (I). The ex- 
citatory complex cell has iti receptive field 
in the region indicated by the left (con- 
tinuous) rectangle; the inhibitory cell has 
its field in the area indicated by the right 
(interrupted) rectangle. The hypercomplex 
field thus includes both areas, one being the 
activating region, the other the antagonistic. 
Stimulating the left region alone resulti in 
excitation of the cell, whereas stimulating 
both regions together is without effect. & 
scheme proposed to explain the properties 
of a hypercomplex cell responding to a 
double-stopped slit (such as that described 
in Figs. 16 and 17, except for the difference 
in orientation, or the hypercomplex cell with 
small spikes in Fig. 27). The cell receives 
excitatory input from a complex cell whose 
vertically oriented field is indicated to the 
left by a continuous rectangle; two addi- 
tional complex cells inhibitory to the hyper- 
complex cell have vertically oriented fields 
flanking the first one above and below, 
shown by interrupted rectangles. In an al- 
ternative scheme (C), the inhibitory input is 

supplied by a single cell with a large field indicated by the entire interrupted rectangle. In 
either case (13 or C), a slit covering the entire field of the hypercomplex cell would be in- 
effective. Scheme C requires that a slit covering but restricted to the center region be too 
short to affect the inhibitory cell. 

its field stopped at only one end, is given in Fig. 38A; the cell could be the 
one illustrated in Figs. 8 through 11, Only two afferent cells are shown, an 
excitatory and an inhibitory, but there might be many of each type. In Fig. 
38, B and C, two possible arrangements are suggested to account for the 
properties of a double-stopped hypercomplex cell (see Figs. 16 through 20, 
and 27). Figure 38B requires two inhibitory cells, or sets of cells, both com- 
plex, with their fields covering the two flanking areas. In an alternative 
scheme (Fig. 38C), the hypercomplex cell receives an excitatory input from a 
complex cell whose field covers the activating center, as before, and an 
inhibitory input from a single complex cell with a field having the same size 
and position as the entire hypercomplex field, both center and flanks. This 
arrangement could only work efficiently if the inhibitory afferent gave a good 
response to a long slit, but little or no response to a stimulus confined to 
the activating area. This was true for the complex cell (large spikes) of 
Fig. 27, which responded well to a large slit, but not to a small one. Except 
for the difference in ocular dominance, one might imagine that the two 
simultaneously recorded cells in Fig. 27 were interconnected, the complex 
cell sending inhibitory connections to the hypercomplex one. 

D. H. HUBEL AND T. N. WIESEL
field such as that of Text-fig. 2F) are of the same order of magnitude as
the diameters of geniculate receptive-field centres, at least for fields in or
near the area centralis. Hence the fineness of discrimination implied by
the small size of geniculate receptive-field centres is not necessarily lost at
the cortical level, despite the relatively large total size of many cortical
fields; rather, it is incorporated into the detailed substructure of the
cortical fields.

Text-fig. 19. Possible scheme for explaining the organization of simple receptive
fields. A large number of lateral geniculate cells, of which four are illustrated in
the upper right in the figure, have receptive fields with 'on' centres arranged along
a straight line on the retina. All of these project upon a single cortical cell, and the
synapses are supposed to be excitatory. The receptive field of the cortical cell will
then have an elongated 'on' centre indicated by the interrupted lines in the
receptive-field diagram to the left of the figure.

In a similar way, the simple fields of Text-fig. 2D-G may be constructed
by supposing that the afferent 'on'- or 'off'-centre geniculate cells have
their field centres appropriately placed. For example, field-type G could
be formed by having geniculate afferents with 'off' centres situated in the
region below and to the right of the boundary, and 'on' centres above and
to the left. An asymmetry of flanking regions, as in field E, would
be produced if the two flanks were unequally reinforced by 'on'-centre
afferents.
The model of Text-fig. 19 is based on excitatory synapses. Here the

suppression of firing on illuminating an inhibitory part of the receptive
field is presumed to be the result of withdrawal of tonic excitation, i.e. the
inhibition takes place at a lower level. That such mechanisms occur in the
visual system is clear from studies of the lateral geniculate body, where
an 'off'-centre cell is suppressed on illuminating its field centre because of
suppression of firing in its main excitatory afferent (Hubel & Wiesel, 1961).
In the proposed scheme one should, however, consider the possibility of
direct inhibitory connexions. In Text-fig. 19 we may replace any of the
excitatory endings by inhibitory ones, provided we replace the corre-
sponding geniculate cells by ones of opposite type ('on '-centre instead of
' off'-centre, and conversely). Up to the present the two mechanisms have
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not been distinguished, but there is no reason to think that both do not
occur.
The properties of complex fields are not easily accounted for by sup-

posing that these cells receive afferents directly from the lateral geniculate
body. Rather, the correspondence between simple and complex fields
noted in Part I suggests that cells with complex fields are of higher order,
having cells with simple fields as their afferents. These simple fields would
all have identical axis orientation, but would differ from one another in
their exact retinal positions. An example of such a scheme is given in
Text-fig. 20. The hypothetical cell illustrated has a complex field like that

Text-fig. 20. Possible scheme for explaining the organization of complex receptive
fields. A number of cells with simple fields, ofwhich three are shown schematically,
are imagined to project to a single cortical cell of higher order. Each projecting
neurone has a receptive field arranged as shown to the left: an excitatory region to
the left and an inhibitory region to the right of a vertical straight-line boundary.
The boundaries of the fields are staggered within an area outlined by the inter-
rupted lines. Any vertical-edge stimulus falling across this rectangle, regardless
of its position, will excite some simple-field cells, leading to excitation of the higher-
order cell.

of Text-figs. 5 and 6. One may imagine that it receives afferents from a set
of simple cortical cells with fields of type C, Text-fig. 2, all with vertical
axis orientation, and staggered along a horizontal line. An edge of light
would activate one or more of these simple cells wherever it fell within the
complex field, and this would tend to excite the higher-order cell.

Similar schemes may be proposed to explain the behaviour of other
complex units. One need only use the corresponding simple fields as
building blocks, staggering them over an appropriately wide region. A
cell with the properties shown in Text-fig. 3 would require two types of
horizontally oriented simple fields, having 'off' centres above the hori-
zontal line, and 'on' centres below it. A slit of the same width as these
centre regions would strongly activate only those cells whose long narrow
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lus (unless the afferents showed no overlap in space
or scale); consequently, excitation of the ‘complex’
cell would increase along with the stimulus size,
even though the afferents show size invariance!
(This is borne out in simulations using a simplified
two-layer model25.) For the MAX mechanism, how-
ever, cell response would show little variation, even as stimulus
size increased, because the cell’s response would be determined
just by the best-matching afferent.

These considerations (supported by quantitative simulations
of the model, described below) suggest that a nonlinear MAX
function represents a sensible way of pooling responses to achieve
invariance. This would involve implicitly scanning (see Discus-
sion) over afferents of the same type differing in the parameter
of the transformation to which responses should be invariant
(for instance, feature size for scale invariance), and then select-
ing the best-matching afferent. Note that these considerations
apply where different afferent to a pooling cell (for instance, those
looking at different parts of space), are likely to respond to dif-
ferent objects (or different parts of the same object) in the visu-
al field. (This is the case with cells in lower visual areas with their
broad shape tuning.) Here, pooling by combining afferents would

mix up signals caused by different stimuli. However, if the affer-
ents are specific enough to respond only to one pattern, as one
expects in the final stages of the model, then it is advantageous
to pool them using a weighted sum, as in the RBF network15,
where VTUs tuned to different viewpoints were combined to
interpolate between the stored views.

MAX-like mechanisms at some stages of the circuitry seem
compatible with neurophysiological data. For instance, when two
stimuli are brought into the receptive field of an IT neuron, that
neuron’s response seems dominated by the stimulus that, when
presented in isolation to the cell, produces a higher firing rate24—
just as expected if a MAX-like operation is performed at the level
of this neuron or its afferents. Theoretical investigations into pos-
sible pooling mechanisms for V1 complex cells also support a
maximum-like pooling mechanism (K. Sakai and S. Tanaka, Soc.
Neurosci. Abstr. 23, 453, 1997).

articles

View-tuned cells

MAX

weighted sum

Simple cells (S1)

Complex cells (C1)

Complex composite cells (C2)

Composite feature cells (S2)

Fig. 2. Sketch of the model. The model was an extension of
classical models of complex cells built from simple cells4,
consisting of a hierarchy of layers with linear (‘S’ units in the
notation of Fukushima6, performing template matching, solid
lines) and non-linear operations (‘C’ pooling units6, perform-
ing a ‘MAX’ operation, dashed lines). The nonlinear MAX
operation—which selected the maximum of the cell’s inputs
and used it to drive the cell—was key to the model’s proper-
ties, and differed from the basically linear summation of
inputs usually assumed for complex cells. These two types of
operations provided pattern specificity and invariance to
translation, by pooling over afferents tuned to different posi-
tions, and to scale (not shown), by pooling over afferents
tuned to different scales.

Fig. 3. Highly nonlinear shape-tuning properties of the MAX mechanism. (a) Experimentally observed responses of IT cells obtained using a ‘simplifi-
cation procedure’26 designed to determine ‘optimal’ features (responses normalized so that the response to the preferred stimulus is equal to 1). In
that experiment, the cell originally responded quite strongly to the image of a ‘water bottle’ (leftmost object). The stimulus was then ‘simplified’ to its
monochromatic outline, which increased the cell’s firing, and further, to a paddle-like object consisting of a bar supporting an ellipse. Whereas this
object evoked a strong response, the bar or the ellipse alone produced almost no response at all (figure used by permission). (b) Comparison of
experiment and model. White bars show the responses of the experimental neuron from (a). Black and gray bars show the response of a model neu-
ron tuned to the stem-ellipsoidal base transition of the preferred stimulus. The model neuron is at the top of a simplified version of the model shown
in Fig. 2, where there were only two types of S1 features at each position in the receptive field, each tuned to the left or right side of the transition
region, which fed into C1 units that pooled them using either a MAX function (black bars) or a SUM function (gray bars). The model neuron was con-
nected to these C1 units so that its response was maximal when the experimental neuron’s preferred stimulus was in its receptive field.
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to transform the high-dimensional data into a
low-dimensional code and a similar Bdecoder[
network to recover the data from the code.

Starting with random weights in the two
networks, they can be trained together by
minimizing the discrepancy between the orig-
inal data and its reconstruction. The required
gradients are easily obtained by using the chain
rule to backpropagate error derivatives first
through the decoder network and then through
the encoder network (1). The whole system is

called an Bautoencoder[ and is depicted in
Fig. 1.

It is difficult to optimize the weights in
nonlinear autoencoders that have multiple
hidden layers (2–4). With large initial weights,
autoencoders typically find poor local minima;
with small initial weights, the gradients in the
early layers are tiny, making it infeasible to
train autoencoders with many hidden layers. If
the initial weights are close to a good solution,
gradient descent works well, but finding such
initial weights requires a very different type of
algorithm that learns one layer of features at a
time. We introduce this Bpretraining[ procedure
for binary data, generalize it to real-valued data,
and show that it works well for a variety of
data sets.

An ensemble of binary vectors (e.g., im-
ages) can be modeled using a two-layer net-
work called a Brestricted Boltzmann machine[
(RBM) (5, 6) in which stochastic, binary pixels
are connected to stochastic, binary feature
detectors using symmetrically weighted con-
nections. The pixels correspond to Bvisible[
units of the RBM because their states are
observed; the feature detectors correspond to
Bhidden[ units. A joint configuration (v, h) of
the visible and hidden units has an energy (7)
given by

Eðv, hÞ 0 j
X

iZpixels

bivi j
X

jZfeatures

bjhj

j
X

i, j

vihjwij

ð1Þ

where vi and hj are the binary states of pixel i
and feature j, bi and bj are their biases, and wij

is the weight between them. The network as-
signs a probability to every possible image via
this energy function, as explained in (8). The
probability of a training image can be raised by
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Fig. 1. Pretraining consists of learning a stack of restricted Boltzmann machines (RBMs), each
having only one layer of feature detectors. The learned feature activations of one RBM are used
as the ‘‘data’’ for training the next RBM in the stack. After the pretraining, the RBMs are
‘‘unrolled’’ to create a deep autoencoder, which is then fine-tuned using backpropagation of
error derivatives.

Fig. 2. (A) Top to bottom:
Random samples of curves from
the test data set; reconstructions
produced by the six-dimensional
deep autoencoder; reconstruc-
tions by ‘‘logistic PCA’’ (8) using
six components; reconstructions
by logistic PCA and standard
PCA using 18 components. The
average squared error per im-
age for the last four rows is
1.44, 7.64, 2.45, 5.90. (B) Top
to bottom: A random test image
from each class; reconstructions
by the 30-dimensional autoen-
coder; reconstructions by 30-
dimensional logistic PCA and
standard PCA. The average
squared errors for the last three
rows are 3.00, 8.01, and 13.87.
(C) Top to bottom: Random
samples from the test data set;
reconstructions by the 30-
dimensional autoencoder; reconstructions by 30-dimensional PCA. The average squared errors are 126 and 135.
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Building high-level features using large-scale unsupervised learning

the cortex. They also demonstrate that convolutional
DBNs (Lee et al., 2009), trained on aligned images of
faces, can learn a face detector. This result is inter-
esting, but unfortunately requires a certain degree of
supervision during dataset construction: their training
images (i.e., Caltech 101 images) are aligned, homoge-
neous and belong to one selected category.

Figure 1. The architecture and parameters in one layer of
our network. The overall network replicates this structure
three times. For simplicity, the images are in 1D.

3.2. Architecture

Our algorithm is built upon these ideas and can be
viewed as a sparse deep autoencoder with three impor-
tant ingredients: local receptive fields, pooling and lo-
cal contrast normalization. First, to scale the autoen-
coder to large images, we use a simple idea known as
local receptive fields (LeCun et al., 1998; Raina et al.,
2009; Lee et al., 2009; Le et al., 2010). This biologi-
cally inspired idea proposes that each feature in the
autoencoder can connect only to a small region of the
lower layer. Next, to achieve invariance to local defor-
mations, we employ local L2 pooling (Hyvärinen et al.,
2009; Gregor & LeCun, 2010; Le et al., 2010) and lo-
cal contrast normalization (Jarrett et al., 2009). L2
pooling, in particular, allows the learning of invariant
features (Hyvärinen et al., 2009; Le et al., 2010).

Our deep autoencoder is constructed by replicating
three times the same stage composed of local filtering,
local pooling and local contrast normalization. The
output of one stage is the input to the next one and
the overall model can be interpreted as a nine-layered
network (see Figure 1).

The first and second sublayers are often known as fil-
tering (or simple) and pooling (or complex) respec-
tively. The third sublayer performs local subtractive
and divisive normalization and it is inspired by bio-

logical and computational models (Pinto et al., 2008;
Lyu & Simoncelli, 2008; Jarrett et al., 2009).2

As mentioned above, central to our approach is the use
of local connectivity between neurons. In our experi-
ments, the first sublayer has receptive fields of 18x18
pixels and the second sub-layer pools over 5x5 over-
lapping neighborhoods of features (i.e., pooling size).
The neurons in the first sublayer connect to pixels in all
input channels (or maps) whereas the neurons in the
second sublayer connect to pixels of only one channel
(or map).3 While the first sublayer outputs linear filter
responses, the pooling layer outputs the square root of
the sum of the squares of its inputs, and therefore, it
is known as L2 pooling.

Our style of stacking a series of uniform mod-
ules, switching between selectivity and toler-
ance layers, is reminiscent of Neocognition and
HMAX (Fukushima & Miyake, 1982; LeCun et al.,
1998; Riesenhuber & Poggio, 1999). It has also
been argued to be an architecture employed by the
brain (DiCarlo et al., 2012).

Although we use local receptive fields, they are
not convolutional: the parameters are not shared
across different locations in the image. This is
a stark difference between our approach and pre-
vious work (LeCun et al., 1998; Jarrett et al., 2009;
Lee et al., 2009). In addition to being more biolog-
ically plausible, unshared weights allow the learning
of more invariances other than translational invari-
ances (Le et al., 2010).

In terms of scale, our network is perhaps one of the
largest known networks to date. It has 1 billion train-
able parameters, which is more than an order of magni-
tude larger than other large networks reported in liter-
ature, e.g., (Ciresan et al., 2010; Sermanet & LeCun,
2011) with around 10 million parameters. It is
worth noting that our network is still tiny com-
pared to the human visual cortex, which is 106

times larger in terms of the number of neurons and
synapses (Pakkenberg et al., 2003).

3.3. Learning and Optimization

Learning: During learning, the parameters of the
second sublayers (H) are fixed to uniform weights,

2The subtractive normalization removes the
weighted average of neighboring neurons from the
current neuron gi,j,k = hi,j,k −

!

iuv Guvhi,j+u,i+v

The divisive normalization computes yi,j,k =
gi,j,k/max{c, (

!

iuv Guvg
2
i,j+u,i+v)

0.5}, where c is set
to be a small number, 0.01, to prevent numerical errors.
G is a Gaussian weighting window. (Jarrett et al., 2009)

3For more details regarding connectivity patterns and
parameter sensitivity, see Appendix B and E.

sparse coding

pooling

normalization

‘Google Brain’
(Quoc Le et al. 2012)
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the cortex. They also demonstrate that convolutional
DBNs (Lee et al., 2009), trained on aligned images of
faces, can learn a face detector. This result is inter-
esting, but unfortunately requires a certain degree of
supervision during dataset construction: their training
images (i.e., Caltech 101 images) are aligned, homoge-
neous and belong to one selected category.

Figure 1. The architecture and parameters in one layer of
our network. The overall network replicates this structure
three times. For simplicity, the images are in 1D.

3.2. Architecture

Our algorithm is built upon these ideas and can be
viewed as a sparse deep autoencoder with three impor-
tant ingredients: local receptive fields, pooling and lo-
cal contrast normalization. First, to scale the autoen-
coder to large images, we use a simple idea known as
local receptive fields (LeCun et al., 1998; Raina et al.,
2009; Lee et al., 2009; Le et al., 2010). This biologi-
cally inspired idea proposes that each feature in the
autoencoder can connect only to a small region of the
lower layer. Next, to achieve invariance to local defor-
mations, we employ local L2 pooling (Hyvärinen et al.,
2009; Gregor & LeCun, 2010; Le et al., 2010) and lo-
cal contrast normalization (Jarrett et al., 2009). L2
pooling, in particular, allows the learning of invariant
features (Hyvärinen et al., 2009; Le et al., 2010).

Our deep autoencoder is constructed by replicating
three times the same stage composed of local filtering,
local pooling and local contrast normalization. The
output of one stage is the input to the next one and
the overall model can be interpreted as a nine-layered
network (see Figure 1).

The first and second sublayers are often known as fil-
tering (or simple) and pooling (or complex) respec-
tively. The third sublayer performs local subtractive
and divisive normalization and it is inspired by bio-

logical and computational models (Pinto et al., 2008;
Lyu & Simoncelli, 2008; Jarrett et al., 2009).2

As mentioned above, central to our approach is the use
of local connectivity between neurons. In our experi-
ments, the first sublayer has receptive fields of 18x18
pixels and the second sub-layer pools over 5x5 over-
lapping neighborhoods of features (i.e., pooling size).
The neurons in the first sublayer connect to pixels in all
input channels (or maps) whereas the neurons in the
second sublayer connect to pixels of only one channel
(or map).3 While the first sublayer outputs linear filter
responses, the pooling layer outputs the square root of
the sum of the squares of its inputs, and therefore, it
is known as L2 pooling.

Our style of stacking a series of uniform mod-
ules, switching between selectivity and toler-
ance layers, is reminiscent of Neocognition and
HMAX (Fukushima & Miyake, 1982; LeCun et al.,
1998; Riesenhuber & Poggio, 1999). It has also
been argued to be an architecture employed by the
brain (DiCarlo et al., 2012).

Although we use local receptive fields, they are
not convolutional: the parameters are not shared
across different locations in the image. This is
a stark difference between our approach and pre-
vious work (LeCun et al., 1998; Jarrett et al., 2009;
Lee et al., 2009). In addition to being more biolog-
ically plausible, unshared weights allow the learning
of more invariances other than translational invari-
ances (Le et al., 2010).

In terms of scale, our network is perhaps one of the
largest known networks to date. It has 1 billion train-
able parameters, which is more than an order of magni-
tude larger than other large networks reported in liter-
ature, e.g., (Ciresan et al., 2010; Sermanet & LeCun,
2011) with around 10 million parameters. It is
worth noting that our network is still tiny com-
pared to the human visual cortex, which is 106

times larger in terms of the number of neurons and
synapses (Pakkenberg et al., 2003).

3.3. Learning and Optimization

Learning: During learning, the parameters of the
second sublayers (H) are fixed to uniform weights,

2The subtractive normalization removes the
weighted average of neighboring neurons from the
current neuron gi,j,k = hi,j,k −
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and minimum activation values, then picked 20 equally
spaced thresholds in between. The reported accuracy
is the best classification accuracy among 20 thresholds.

4.3. Recognition

Surprisingly, the best neuron in the network performs
very well in recognizing faces, despite the fact that no
supervisory signals were given during training. The
best neuron in the network achieves 81.7% accuracy in
detecting faces. There are 13,026 faces in the test set,
so guessing all negative only achieves 64.8%. The best
neuron in a one-layered network only achieves 71% ac-
curacy while best linear filter, selected among 100,000
filters sampled randomly from the training set, only
achieves 74%.

To understand their contribution, we removed the lo-
cal contrast normalization sublayers and trained the
network again. Results show that the accuracy of
best neuron drops to 78.5%. This agrees with pre-
vious study showing the importance of local contrast
normalization (Jarrett et al., 2009).

We visualize histograms of activation values for face
images and random images in Figure 2. It can be seen,
even with exclusively unlabeled data, the neuron learns
to differentiate between faces and random distractors.
Specifically, when we give a face as an input image, the
neuron tends to output value larger than the threshold,
0. In contrast, if we give a random image as an input
image, the neuron tends to output value less than 0.

Figure 2. Histograms of faces (red) vs. no faces (blue).
The test set is subsampled such that the ratio between
faces and no faces is one.

4.4. Visualization

In this section, we will present two visualization tech-
niques to verify if the optimal stimulus of the neuron is
indeed a face. The first method is visualizing the most
responsive stimuli in the test set. Since the test set
is large, this method can reliably detect near optimal
stimuli of the tested neuron. The second approach
is to perform numerical optimization to find the op-
timal stimulus (Berkes & Wiskott, 2005; Erhan et al.,
2009; Le et al., 2010). In particular, we find the norm-
bounded input x which maximizes the output f of the

tested neuron, by solving:

x∗ = argmin
x

f(x;W,H), subject to ||x||2 = 1.

Here, f(x;W,H) is the output of the tested neuron
given learned parameters W,H and input x. In our
experiments, this constraint optimization problem is
solved by projected gradient descent with line search.

These visualization methods have complementary
strengths and weaknesses. For instance, visualizing
the most responsive stimuli may suffer from fitting to
noise. On the other hand, the numerical optimization
approach can be susceptible to local minima. Results,
shown in Figure 3, confirm that the tested neuron in-
deed learns the concept of faces.

Figure 3. Top: Top 48 stimuli of the best neuron from the
test set. Bottom: The optimal stimulus according to nu-
merical constraint optimization.

4.5. Invariance properties

We would like to assess the robustness of the face de-
tector against common object transformations, e.g.,
translation, scaling and out-of-plane rotation. First,
we chose a set of 10 face images and perform distor-
tions to them, e.g., scaling and translating. For out-
of-plane rotation, we used 10 images of faces rotating
in 3D (“out-of-plane”) as the test set. To check the ro-
bustness of the neuron, we plot its averaged response
over the small test set with respect to changes in scale,
3D rotation (Figure 4), and translation (Figure 5).6

6Scaled, translated faces are generated by standard
cubic interpolation. For 3D rotated faces, we used 10 se-
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Visualization of filters learned at intermediate layers
(Zeiler & Fergus 2013)

Visualizing and Understanding Convolutional Neural Networks

Layer 2

Figure 8. Visualization of features in a fully trained model. For layers 2-5 we show the top 9 activations in a random subset
of feature maps across the validation data, projected down to pixel space using our deconvolutional network approach.
Our reconstructions are not samples from the model: they are reconstructed patterns from the validation set that cause
high activations in a given feature map. For each feature map we also show the corresponding image patches. Note:
(i) the the strong grouping within each feature map, (ii) greater invariance at higher layers and (iii) exaggeration of
discriminative parts of the image, e.g. eyes and noses of dogs (layer 4, row 1, cols 1). Best viewed in electronic form.
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Figure 8. Visualization of features in a fully trained model. For layers 2-5 we show the top 9 activations in a random subset
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Abstract

Deep neural networks (DNNs) have recently been
achieving state-of-the-art performance on a variety of
pattern-recognition tasks, most notably visual classification
problems. Given that DNNs are now able to classify ob-
jects in images with near-human-level performance, ques-
tions naturally arise as to what differences remain between
computer and human vision. A recent study revealed that
changing an image (e.g. of a lion) in a way imperceptible to
humans can cause a DNN to label the image as something
else entirely (e.g. mislabeling a lion a library). Here we
show a related result: it is easy to produce images that are
completely unrecognizable to humans, but that state-of-the-
art DNNs believe to be recognizable objects with 99.99%
confidence (e.g. labeling with certainty that white noise
static is a lion). Specifically, we take convolutional neu-
ral networks trained to perform well on either the ImageNet
or MNIST datasets and then find images with evolutionary
algorithms or gradient ascent that DNNs label with high
confidence as belonging to each dataset class. It is possi-
ble to produce images totally unrecognizable to human eyes
that DNNs believe with near certainty are familiar objects.
Our results shed light on interesting differences between hu-
man vision and current DNNs, and raise questions about the
generality of DNN computer vision.

1. Introduction

Deep neural networks (DNNs) learn hierarchical lay-
ers of representation from sensory input in order to per-
form pattern recognition [1, 13]. Recently, these deep ar-
chitectures have demonstrated impressive, state-of-the-art,
and sometimes human-competitive results on many pattern
recognition tasks, especially vision classification problems
[15, 5, 27, 16]. Given the near-human ability of DNNs to
classify visual objects, questions arise as to what differences
remain between computer and human vision.

A recent study revealed a major difference between DNN

Figure 1. Evolved images that are unrecognizable to humans,
but that state-of-the-art DNNs trained on ImageNet believe with
� 99.6% certainty to be a familiar object. This result highlights
differences between how DNNs and humans recognize objects.
Images are either directly (top) or indirectly (bottom) encoded.

and human vision [26]. Changing an image, originally cor-
rectly classified (e.g. as a lion), in a way imperceptible to
human eyes, can cause a DNN to label the image as some-
thing else entirely (e.g. mislabeling a lion a library).

In this paper, we show another way that DNN and human
vision differ: It is easy to produce images that are com-
pletely unrecognizable to humans (Fig. 1), but that state-of-
the-art DNNs believe to be recognizable objects with over
99% confidence (e.g. labeling with certainty that TV static
is a motorcycle). Specifically, we use evolutionary algo-
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Visual metamers of a deep neural network 
(Nguyen, Yosinki & Clune 2014)



Binding by synchrony
(Reichert & Serre, 2014)

Neuronal Synchrony in Complex-Valued Deep Networks

(a) (b)

(c) (d)

Figure 5. Simple segmentation from phases. (a) The 3-shapes set consisted of binary images each containing three simple geometric
shapes (square, triangle, rotated triangle). (b) Visible states after synchronization (left), and segmented images (right). (c) For each
image in the MNIST+shape dataset, a MNIST digit and a shape were drawn each with probability 0.8. (d) Analogous to (b).

input

0 �/2 � 3/2� 2�

decode

phase
mask

Figure 6. Using phase to access and decode inter-

nal object representations. By selecting subsets
of neurons according to their phase (e.g. through
clustering), representations of each object can be
read out one by one (right-hand side). For the hid-
den layers, plotted are images decoded from each
of the synchronous sub-populations, using a simple
decoding procedure (see main text).

tions. Selecting explicitly individual synchrony assemblies
for further processing, as done here, is another potential
form of gating by synchrony. In the brain, some cortical
regions, such as in prefrontal cortex, are highly intercon-
nected with the rest of the cortex and implement functions
such as executive control and working memory that de-
mand flexible usage of capacity-limited resources accord-
ing to context and task-demands. Coherence of cortical ac-
tivity and synchrony have been suggested to possibly play a
causal role in establishing dynamic routing between these
areas (e.g. Benchenane et al., 2011; Miller & Buschman,
2013). Similarly, attentional processing has been hypoth-
esized to emerge from a dynamically changing, globally
coherent state across the cortex (e.g. Duncan et al., 1997;
Miller & Buschman, 2013). It is possible that there are
dedicated structures in the brain, such as the pulvinar in
the thalamus, that coordinate cross-cortical processing and
cortical rhythms (e.g. Shipp, 2003; Saalmann et al., 2012).
In our model, one could interpret selecting synchrony as-
semblies as prefrontal areas reading out subsets of neuronal
populations as demanded by the task. Through binding

by synchrony, such subsets could be defined dynamically
across many different cortical areas (or at least several lay-
ers in a feature hierarchy, in our model).

4. Discussion

We argue that extending neural networks beyond real-
valued units could allow for richer representations of sen-
sory input. Such an extension could be motivated by the
fact that the brain supports such richer coding, at least in
principle. More specifically, we explored the notion of neu-
ronal synchrony in deep networks. We motivated the hypo-
thetical functional roles of synchrony from biological the-
ories, introduced a formulation based on complex-valued
units, showed how the formulation related to the biological
phenomenon, and examined its potential in simple experi-
ments. Neuronal synchrony could be a versatile mechanism
that supports various functions, from gating or modulating
neuronal interactions to establishing and signaling seman-
tic grouping of neuronal representations. In the latter case,
synchrony realizes a form of soft constraint on neuronal



We develop a model of overt attention inspired by the Deep Mind architecture. [1] Cone cells 
are modeled by a set of gaussian filters initialized as a grid uniformly over the input image 
creating a glimpse representation. Analogous to an eye movement, these cone cells can be 
translated as a single group. These overt movements are controlled by a location network which 
receives input from a recurrent neural network. The system is trained end-to-end using 
backpropagation to minimize classification error on a modified MNIST dataset. Remarkably, the 
model learns to perform a visual search over the image, correcting mistaken movements 
caused by distractors. Furthermore, the cone cells tile themselves in a similar fashion to those 
found in the human retinae. This layout is composed of a high acuity region at the center (low 
variance gaussians) surrounded by low acuity (high variance gaussians). These initial results 
indicate the possibility of using deep learning as a mechanism to discover the optimal tiling cone 
cells in a data driven manner. With the emergent visual search behavior learned by our model, 
we can also investigate the optimal saliency map features for selecting where to attend next. 
 

 
Diagram of our neural network attention model 

Recurrent 
Network

Glimpse 
Network

Image 

Location 
Network
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Learning how and where to attend
(Cheung, Weiss & Olshausen, work in progress)

 
Red line shows the movements (saccades) by our attention model over the MNIST dataset 
modified for visual search 

 



The goal of computer vision



In order to gain new insights about visual representation 
we must consider the tasks that vision needs to solve.

• How and why did vision evolve?

• What do animals use vision for?



lens eye is indeed specialized for looking up through the water
surface to exploit terrestrial or celestial visual cues.

With this result, it is tempting to speculate that the upper
lens eye is used to detect the mangrove canopy through
Snell’s window, such that the approximately 1 cm large
animals can find their habitat between the mangrove prop
roots and remain there even in the presence of tidal or storm-
water currents. To evaluate the possibility that the upper lens
eye detects the position of the mangrove canopy through
Snell’s window, we made still pictures using a wide-angle
lens looking up through Snell’s window in the natural habitat.
The pictures were taken from just under the surface to make
Snell’s window cover the same area of the surface as seen
by the medusae. In the pictures, it was easy to follow the
mangrove canopy, which shifted from covering most of Snell’s
window to covering just the edge of Snell’s window when the
camera was slowly moved outward to about 20 m away from
the lagoon edge (Figure 2).

To determine what medusae of T. cystophora would see
with their upper lens eyes, we used the optical model [2] of
the eye to calculate the point-spread function of the optics at
different retinal locations. Applying these point-spread func-
tions to still images of Snell’s window in themangrove swamp,
we were able to simulate the retinal image formed in the upper
lens eyes as a jellyfish moves about in the mangrove lagoon.
The results (Figure 2) confirm that despite the severely under-
focused eyes and blurred image [2], the approximately 5 m tall
mangrove canopy can be readily detected at a distance of 4 m
from the lagoon edge and, with some difficulty, can be de-
tected even at a distance of 8 m (detection depends on the
amount of surface ripple and the height of themangrove trees).
These results thus predict that if T. cystophora medusae use
their upper lens eyes to guide them to the correct habitat at
the lagoon edge, then they would swim toward this edge if
they are closer than about 8 m away from it. Also, if they are
farther out in the lagoon, surface ripple and their poor visual

resolution will prevent detection of the mangrove canopy,
and the animals would not be able to determine the direction
to the closest lagoon edge.

Behavioral Assessment of Visual Navigation
Experiments were conducted on wild populations of
T. cystophora medusae in the mangrove lagoons near La
Parguera, Puerto Rico. Preliminary tests demonstrated that if
jellyfish were displaced about 5 m from their habitat at the
lagoon edge, they rapidly swam back to the nearest edge,
independent of compass orientation. To make controlled
experiments, we introduced a clear experimental tank consist-
ing of a cylindrical wall and a flat bottom, open upward, to the
natural habitat under the mangrove canopy. When the tank
was filled with water, it was lightly buoyant such that the walls
extended 1–2 cm above the external water surface, effectively
sealing off the water around the animals but without affecting
the visual surroundings. A group of medusae was released
in the tank, and as long as the tank remained under the canopy,
the medusae showed no directional preference but occasion-
ally bumped into the tank wall. The tank, with the trapped
water andmedusae, was then slowly towed out into the lagoon
from the original position under themangrove canopy. In steps
of 2–4 m, starting at the canopy edge, the positions of the
medusae within the tank were recorded by a video camera
suspended under the tank. At all positions, from the canopy
edge and outward, the medusae ceased feeding and swam
along the edges of the tank, constantly bumping into it, sug-
gesting that they responded to the displacement (Figure 3).
Most importantly, their mean swimming direction differed
significantly from random and coincided with the direction
toward the nearest mangrove trees (Table S1). This behavior
was indicated already at the canopy edge but was strongest
when the tank was placed 2 or 4 m into the lagoon (Figure 3).
At 8 m from the canopy edge, the medusae could still detect

Figure 1. Rhopalial Orientation and Visual Field
of the Upper Lens Eye

(A andB) In freely swimmingmedusae, the rhopa-
lia maintain a constant vertical orientation. When
the medusa changes its body orientation, the
heavy crystal (statolith) in the distal end of the
rhopalium causes the rhopalial stalk to bend
such that the rhopalium remains vertically
oriented. Thus, the upper lens eye (ULE) points
straight upward at all times, irrespective of
body orientation. The rhopalia in focus are situ-
ated on the far side of the medusa and have the
eyes directed to the center of the animal.
(C) Modeling the receptive fields of the most
peripheral photoreceptors in the ULE (the relative
angular sensitivity of all peripheral rim photore-
ceptors are superimposed and normalized ac-
cording to the color template). The demarcated
field of view reveals a near-perfect match to the
size and orientation of Snell’s window (dashed
line).
(D) The visual field of the ULE, of just below 100!,
implies that it monitors the full 180! terrestrial
scene, refracted through Snell’s window. LLE
denotes lower lens eye. Scale bars represent
5 mm in (A) and (B) and 500 mm in insets.

Visual Navigation in Box Jellyfish
799

jumping spider sand wasp

box jellyfish



What do you see?

Lorenceau & Shiffrar (1992);
Murray, Kersten, Schrater, Olshausen & Woods (2002)

confounding variable (e.g. viewpoint), and I1 is the image.
Then we discount the confounding variables by integrat-
ing them out (or summing over them):

pðS1; I1Þ ¼
X

S2

pðS1; S2; I1Þ

Discounting illumination by integrating it out can reduce
ambiguity with regards to the location or shape of an
object [34,35]. Integrating out illumination level or direc-
tion has also been used to model apparent surface color
[36,37]. Similarly, viewpoint can be treated as a confound-
ing variable that can be discounted [8].
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Influence diagrams representing generative models for four categories of Bayesian inference. The arrows indicate how scene or object properties (S)
influence image measurements (I). Visual inference goes against the arrows (i.e. it is inverse inference). The influence diagrams simplify the problem
structure, determining how the joint probability over problem instances can be factored. Visual inference also depends on the task, and the node
colors represent random variables that fall into four classes. The variables may be: 1) known (black); 2) unknown and need to be estimated
accurately (green); 3) unknown, but do not need to be accurately estimated (red); 4) auxiliary, not directly influenced by the object variable of interest,
but may be useful for resolving ambiguity (yellow). (a) Basic Bayes illustrates how a scene variable influences an image measurement. The influence
diagram factoring is p(S,I)¼p(I|S)p(S). The cube problem in Figure 3 is an example. (b) Discounting illustrates two scene factors (S1 and S2) that
both influence the image measurement (I). The one that does not need to be estimated is a confounding variable to be discounted. The influence
diagram structure corresponds to p(S1, S2,I)¼p(I|S1, S2)p(S1)p(S2). Recognizing that the images are of the same bicycle (Figure 1a) requires one to
discount a change in view. (c) Cue integration shows how the same factor (S) in a scene influences two different features or cues (I1 and I2). The
influence diagram structure corresponds to p(S, I1, I2)¼p(I1, I2|S)p(S). The shadow means that the lower two green squares appear to be further from
the checkerboard; however, when seen in stereo (with eyes crossed), the disparity and shadow cues combine, and the upper green square is seen to
be further from the checkerboard. (d) Perceptual ‘explaining away’. Two scene parameters (S1 and S2) may influence an image measurement (I1), and
an auxiliary measurement (I2) ‘tips the balance’ in favor of a different value of S1. The influence diagram structure corresponds to p(S1, S2, I1,
I2)¼p(I2|S2)p(I1|S1, S2)p(S1)p(S2). Four red line segments may appear as four distinct objects because the vertices are occluded. When auxiliary
evidence (the blue bars) is taken into account, the missing vertices are explained and the four red-line segments become perceptually organized into a
single diamond [50,52$$].
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confounding variable (e.g. viewpoint), and I1 is the image.
Then we discount the confounding variables by integrat-
ing them out (or summing over them):

pðS1; I1Þ ¼
X

S2

pðS1; S2; I1Þ

Discounting illumination by integrating it out can reduce
ambiguity with regards to the location or shape of an
object [34,35]. Integrating out illumination level or direc-
tion has also been used to model apparent surface color
[36,37]. Similarly, viewpoint can be treated as a confound-
ing variable that can be discounted [8].
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Perceptual “explaining away”



Just as principles of 
optics govern the 
design of eyes, 

so do principles of 
information processing 
govern the design of 

brains.


