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Is this the goal of perception?



In order to gain new insights about visual representation 
we must consider the tasks that vision needs to solve.

• How and why did vision evolve?

• What do animals use vision for?



A Pessimistic Estimate of the 
Time Required for an Eye to 
Evolve 

(500k years) 

Nilsson & Pelger (1994)

Evolution of the eye



lens eye is indeed specialized for looking up through the water
surface to exploit terrestrial or celestial visual cues.

With this result, it is tempting to speculate that the upper
lens eye is used to detect the mangrove canopy through
Snell’s window, such that the approximately 1 cm large
animals can find their habitat between the mangrove prop
roots and remain there even in the presence of tidal or storm-
water currents. To evaluate the possibility that the upper lens
eye detects the position of the mangrove canopy through
Snell’s window, we made still pictures using a wide-angle
lens looking up through Snell’s window in the natural habitat.
The pictures were taken from just under the surface to make
Snell’s window cover the same area of the surface as seen
by the medusae. In the pictures, it was easy to follow the
mangrove canopy, which shifted from covering most of Snell’s
window to covering just the edge of Snell’s window when the
camera was slowly moved outward to about 20 m away from
the lagoon edge (Figure 2).

To determine what medusae of T. cystophora would see
with their upper lens eyes, we used the optical model [2] of
the eye to calculate the point-spread function of the optics at
different retinal locations. Applying these point-spread func-
tions to still images of Snell’s window in themangrove swamp,
we were able to simulate the retinal image formed in the upper
lens eyes as a jellyfish moves about in the mangrove lagoon.
The results (Figure 2) confirm that despite the severely under-
focused eyes and blurred image [2], the approximately 5 m tall
mangrove canopy can be readily detected at a distance of 4 m
from the lagoon edge and, with some difficulty, can be de-
tected even at a distance of 8 m (detection depends on the
amount of surface ripple and the height of themangrove trees).
These results thus predict that if T. cystophora medusae use
their upper lens eyes to guide them to the correct habitat at
the lagoon edge, then they would swim toward this edge if
they are closer than about 8 m away from it. Also, if they are
farther out in the lagoon, surface ripple and their poor visual

resolution will prevent detection of the mangrove canopy,
and the animals would not be able to determine the direction
to the closest lagoon edge.

Behavioral Assessment of Visual Navigation
Experiments were conducted on wild populations of
T. cystophora medusae in the mangrove lagoons near La
Parguera, Puerto Rico. Preliminary tests demonstrated that if
jellyfish were displaced about 5 m from their habitat at the
lagoon edge, they rapidly swam back to the nearest edge,
independent of compass orientation. To make controlled
experiments, we introduced a clear experimental tank consist-
ing of a cylindrical wall and a flat bottom, open upward, to the
natural habitat under the mangrove canopy. When the tank
was filled with water, it was lightly buoyant such that the walls
extended 1–2 cm above the external water surface, effectively
sealing off the water around the animals but without affecting
the visual surroundings. A group of medusae was released
in the tank, and as long as the tank remained under the canopy,
the medusae showed no directional preference but occasion-
ally bumped into the tank wall. The tank, with the trapped
water andmedusae, was then slowly towed out into the lagoon
from the original position under themangrove canopy. In steps
of 2–4 m, starting at the canopy edge, the positions of the
medusae within the tank were recorded by a video camera
suspended under the tank. At all positions, from the canopy
edge and outward, the medusae ceased feeding and swam
along the edges of the tank, constantly bumping into it, sug-
gesting that they responded to the displacement (Figure 3).
Most importantly, their mean swimming direction differed
significantly from random and coincided with the direction
toward the nearest mangrove trees (Table S1). This behavior
was indicated already at the canopy edge but was strongest
when the tank was placed 2 or 4 m into the lagoon (Figure 3).
At 8 m from the canopy edge, the medusae could still detect

Figure 1. Rhopalial Orientation and Visual Field
of the Upper Lens Eye

(A andB) In freely swimmingmedusae, the rhopa-
lia maintain a constant vertical orientation. When
the medusa changes its body orientation, the
heavy crystal (statolith) in the distal end of the
rhopalium causes the rhopalial stalk to bend
such that the rhopalium remains vertically
oriented. Thus, the upper lens eye (ULE) points
straight upward at all times, irrespective of
body orientation. The rhopalia in focus are situ-
ated on the far side of the medusa and have the
eyes directed to the center of the animal.
(C) Modeling the receptive fields of the most
peripheral photoreceptors in the ULE (the relative
angular sensitivity of all peripheral rim photore-
ceptors are superimposed and normalized ac-
cording to the color template). The demarcated
field of view reveals a near-perfect match to the
size and orientation of Snell’s window (dashed
line).
(D) The visual field of the ULE, of just below 100!,
implies that it monitors the full 180! terrestrial
scene, refracted through Snell’s window. LLE
denotes lower lens eye. Scale bars represent
5 mm in (A) and (B) and 500 mm in insets.
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It’s not about ‘the image’



…problem solving behavior, language, expert knowledge and 
application, and reason, are all pretty simple once the 
essence of being and reacting are available.  That essence is 
the ability to move around in a dynamic environment, sensing 
the surroundings to a degree sufficient to achieve the 
necessary maintenance of life and reproduction.  This part of 
intelligence is where evolution has concentrated its time--it is 
much harder.

— Rodney Brooks, “Intelligence without representation,” 
Artificial Intelligence (1991)



Fig. 5 – Two views of thalamocortical pathways. The upper
figure illustrates a motor instruction to the lower motor
center, coming either from the cortex or from the upper parts
of the brainstem. Each can send an efference copy shown in
red to the thalamus. The lower figure shows the afferents to
the thalamus, also in red, all serving essentially the same
function as copies of motor instructions. Abbreviations: FO
first order, HO higher order.

Fig. 6 – Ramon y Cajal's (1911) illustration of the thalamic
branches given off by the mamillotegmental tract. The upper
figure (644) is a sagittal section (anterior to right, dorsal up)
that shows the principal mamillary tract (Fmpr) giving off the
mamillothalamic tract (Fthm) anteriorly and continuing
posteriorly as the mamillotegmental tract (Ftm). FM,
habenulo-peduncular tract. The lower figure (645) shows the
detail of the branching.
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The conventional view
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Activity in V1 more than doubles during 
locomotion 

(Neil & Stryker, 2010)run on a foam ball floated on a stream of air, while its head was
fixed to a crossbar via a small metal headplate implanted with
dental acrylic. A small craniotomy allowed us to insert a silicon
multisite electrode into either primary visual cortex or the
thalamic lateral geniculate nucleus (LGN), which enabled
recording of up to 12 single units simultaneously. We also used
two optical mice to measure the displacement of the ball as
the mouse ran (Dombeck et al., 2007), allowing us to calculate
the physical speed of the ball at a point directly underneath the
mouse. A histogram of typical speeds on the ball is shown in
Figure 1C, demonstrating that the mouse spent a significant
amount of time nearly stationary (which we defined as <1 cm/s),
as well as running at up to !50 cm/s, speeds consistent with
measurement of open-field running (Friedman et al., 1992). The
mouse also occasionally performed grooming behavior, which
was manually marked and removed from subsequent analysis.
Under these conditions, the mouse would readily feed and
manipulate objects placed in its mouth or forepaws. The animal
was allowed to behave freely; in a few cases, the animal spent
all its time either running or stationary, preventing us from
acquiring sufficient data to compare the two states. These cases
were not included in our analysis. Movie S1 shows typical
behavior of the mouse on the ball, including sitting still, running,
and grooming.

Figure 1B shows the typical power spectrum of the local field
potential (LFP) measured in cortex throughout a recording period
as we presented drifting bars at a range of orientations. The
speed of the ball’s movement is shown in green at the bottom.
During periods when the mouse was stationary, there was
a broad band of power at low frequencies, including a peak
between 10–30 Hz, and a narrow peak in the high gamma, which
varied across animals from 50 to 70 Hz. Locomotion was corre-
lated with a decrease in low-frequency power and a dramatic
increase in the amplitude of the high-frequency gamma peak,
as illustrated in Figure 1D, which shows the average power spec-
trum from stationary versus running periods. A scatter plot of
high-frequency gamma power versus speed shows an abrupt
increase once the animal is moving (Figure 1E). A similar, though
smaller, increase in high-frequency power was also observed

in the absence of visual stimuli on the gray mean-luminance
background (Figure S1). During active periods, we could also
observe a narrow peak at the theta frequency (8–9 Hz), which
may be due to volume conduction from the hippocampus
(Sirota et al., 2008) and is consistent with exploratory behavior
(Buzsáki, 2002). These shifts in the LFP suggest a difference
between the cortical states during these two behaviors.

To explore the visual responses of neurons during these two
states, we recorded single-unit activity in layer 2/3 of the visual
cortex in eight animals. We measured visual responses during
trials that consisted of 1.5 s presentations of drifting gratings of
six different spatial frequencies moving in 12 directions at 2 Hz
separated by 0.2 s intervals of blank screen. The screen was
centered at 45" from the midline in front of the contralateral
eye, with receptive fields near the center of the monitor; further-
more, the small amplitude of eye movements that we recorded
(<5", Figure S4) ensures that the mouse did not move its gaze
away from the monitor. Figure 2A shows rasters for a typical
response to three cycles of an optimally oriented grating,
demonstrating the strong periodic response characteristic of
linear (simple) cells. The color coding of individual trials (red,
stationary; blue, moving) reveals that, while the unit was respon-
sive on nearly all trials, it fired more spikes when the mouse was
moving than when stationary. This is further demonstrated in
Figures 2B and 2C, which show the peristimulus time histograms
(PSTH) for stationary and moving periods, respectively.
Figure 2D shows the orientation tuning curve at the optimal
spatial frequency, which demonstrates that the unit has relatively
narrow tuning for the two directions of motion of a single orienta-
tion, !25" half-width at half-maximum, and almost no response
to the orthogonal directions. The increased responsiveness
during moving periods consists of a multiplicative increase in
firing rate across the tuning curve. There is little change in the
low spontaneous rate, shown by the dashed lines.

We classified units as broad- or narrow-spiking according to
their average spike waveform (Figure S2), which has been shown
to correspond roughly to excitatory versus inhibitory cell type
(Barthó et al., 2004; McCormick et al., 1985) and has also been
shown to correspond to different visual response properties in

Figure 1. Experimental Setup and LFP
Dependence on Behavioral State
(A) The mouse’s head is fixed on top of a styrofoam

ball suspended by air. Multisite silicon probes are

used to measure spiking units, while data from

pairs of optical mice are used to calculate the

motion of the ball under the mouse. (B) Local field

potential (LFP) power during the duration of

a single recording, with corresponding speed

trace shown below in green. (C) Distribution of

mouse speed, showing a large fraction of time

spent stationary and a wide distribution of running

speeds. (D) Average power spectrum from

recording shown in (B), during stationary versus

moving periods. (E) Scatter plot of power around

gamma peak (60–70 Hz) versus speed of move-

ment, demonstrating a sharp transition between

stationary and moving states. See also Figure S1

and Movie S1.
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Visual representations are 3D, not 2D

Nakayama K, He ZJ, and Shimojo S. (1995)  Visual surface representation: a 
critical link between lower-level and higher level vision.  In: S.M. Kosslyn and 
D.N. Osherson, Eds,  An Invitation to Cognitive Science. MIT Press, pp. 1-70.



Intermediate-level vision 

(Nakayama, He & Shimojo 1995)
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Do oriented filters make it any easier to 
resolve figure-ground relationships?



Separation of reflectance and shading

offers a complete description.)
Luminance, illuminance, and reflectance, are physical

quantities that can be measured by physical devices. There
are also two subjective variables that must be discussed.

Lightness is defined as the perceived reflectance of a sur-
face. It represents the visual system’s attempt to extract
reflectance based on the luminances in the scene. 

Brightness is defined as the perceived intensity of light
coming from the image itself, rather than any property of the
portrayed scene. Brightness is sometimes defined as per-
ceived luminance. 

These terms may be understood by reference to figure 24.7.
The block is made of a 2x2 set of cubes, each colored either
light or dark gray. We call this the “checker- b l o c k . ”
Illumination comes from an oblique angle, lighting different
faces differently. The luminance image can be considered to
be the product of two other images: the reflectance image
and the illuminance image, shown below. These underlying
images are termed intrinsic images in machine vision
(Barrow and Tenenbaum, 1978). Intrinsic image decomposi-
tions have been proposed for understanding lightness per-
ception (Arend, 1994; Adelson and Pentland, 1996)

Patches p and q have the same reflectance, but different
luminances. Patches q and r have different reflectances and
d i fferent luminances; they share the same illuminance.
Patches p and r happen to have the same luminance, because
the lower reflectance of p is counterbalanced by its higher

illuminance. 
Faces p and q appear to be painted with the same gray,

and thus they have the same lightness. However, it is clear
that p has more luminance than q in the image, and so the
patches differ in brightness. Patches p and r differ in both
lightness and brightness.

The problem of lightness constancy

From a physical point of view, the problem of lightness con-
stancy is as follows. An illuminance image, E(x,y), and a
reflectance image, R(x,y), are multiplied to produce a lumi-
nance image, L(x,y):

An observer is given L at each pixel, and attempts to
determine the two numbers E and R that were multiplied to
make it. Unfortunately, unmultiplying two numbers is
impossible. If E(x,y) and R(x,y) are arbitrary functions, then
for any E(x,y) there exists an R(x,y) that produces the
observed image. The problem appears impossible, but
humans do it pretty well. This must mean that illuminance
and reflectance images are not arbitrary functions. They are
constrained by statistical properties of the world, as pro-
posed by Land and McCann.

Note that Land and McCann’s constraints fail when
applied to the checker-block image. Figure 24.8(a) shows
two light-dark edges. They are exactly the same in the
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FIGURE 24.6  Variants on the Koffka ring. (a) The ring appears about
uniform. (b) When split, the two half-rings appear distinctly differ-
ent. (c) When shifted, the two half-rings appear quite different. FIGURE 24.7  The “checker-block” and its analysis into two intrinsic

images.

L(x,y) = E(x,y)R(x,y).
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reflectance shading (Adelson, 2000)



(images courtesy of Mike Webster, UNR)

Separation of reflectance and shading
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A new standard model?

Rust & Movshon (2005)





be difficult to achieve ([71]; see also Figure 7 in [72]). The
precise lower limit on compartment size in the thin
dendrites of pyramidal cells remains to be determined,
perhaps through the use of voltage-sensitive dyes [73] and
highly focal uncaging techniques [74].

Getting at the inner neuron
What are the implications of these findings for single-
neuron computation? Could there be an underlying prin-
ciple that permits the full complexity of a dendritic tree to
be represented in highly simplified terms? The available
data suggest that the thin terminal branches of the apical
and basal trees of pyramidal cells provide a set of inde-
pendent non-linear ‘subunits’ that sum up their synaptic
inputs and then apply a sigmoidal thresholding non-
linearity to the output. In this scenario, how should the
outputs of multiple subunits be combined to influence
the cell’s overall response? In the few experimental
studies that have addressed the question of location
dependent synaptic summation, so far only involving

simple spatial integration scenarios, the data are most
consistent with a linear or sublinear summation rule for
signals that originate in different dendritic branches
[30,75–78]. Building on these findings, one can formulate
a working model in which the thin branches are the
integrative subunits of pyramidal neurons. According to
this model, each thin-branch subunit sums up its synaptic
drive and then applies a sigmoidal thresholding non-
linearity to the result, and the subunit outputs are
summed linearly within the main trunks and cell body
before output spike generation. This hypothesis is inter-
esting, in that it states that an individual pyramidal
neuron functions something like a conventional two-layer
abstract ‘neural network’ [12], in which the thin dendritic
branches themselves act like classical point neurons
(Figure 3b).

Poirazi and co-workers [79!!] used a detailed CA1 pyr-
amidal cell model [80!] to test the two-layer neural net-
work hypothesis. The authors used a complex set of

Figure 3

αi

αjPerisomatic
thin branches

Thin branch
subunits

αi

y1

y2

Distal apical
thin branches

2-Layer model

3-Layer model

(a) (b)

(c)

Current Opinion in Neurobiology

Simplified models of pyramidal cells. (a) CA1 pyramidal cell morphology [123]. A grey triangular soma was added for clarity. (b) Two-layer sum-of-
sigmoids model as discussed by Poirazi et al. [79!!]. All thin branches are treated as independent subunits with sigmoidal thresholds whose outputs
are summed linearly in the main trunks and cell body. Small grey circles labelled ai represent subunit weights, which might vary as a function of
location or branch order. (c) A next generation single neuron model could include a multiplicative interaction between proximal and distal integrative
regions of the cell. Overall output of such a three-layer model might be expressed using the form y1 þ ay2.

Dendrites, bug or feature? Häusser and Mel 377

www.current-opinion.com Current Opinion in Neurobiology 2003, 13:372–383

Hausser & Mel
(2003)

Neurons are highly non-linear



V1 contains a highly structured microcircuit 
with strong recurrent loops

II/III

IV

V/VI

from Douglas and Martin (2004)



V1 is highly overcomplete
Temporal reconstruction o f  the image 

The homunculus also has to face t'he problem that  the image is often nioving 

continuously, but is only represented by impulses a t  discrete moments in time. I n  

these days he often has to deal with visual images derived from cinema screens and 

television sets tha t  represent scenes sampled a t  quite long intervals, and we know 

IVb 

0 1mm
C I 

FIGURE8. A tracing of the outlines of the granule cells of area 17 in layers IVb  and IVc of 

monkey cortex, where the incoming geniculate fibres termmate (from fig. 3 c of Hubel & 

Wiesel 1972) The dots at the top lndlcate the calct~lated separation of the sample points 

coming In from the re t~na ,  allowing tmo per cycle of the higllest spatial frequency 

resolved. The misaligned vernier a t  rlght has a displac~ment corresponding to one sixth 

of the sample separation, or 5' for 60 cycle/deg optimum aclutp The 'grain' in the 

cortex appears to be much finer than In the retlna. 

that  he does a good job a t  interpreting them even when the sample rate is only 

16 s-l, as in amateur movies. One only has to watch a kitten playing, a cttt hunt- 

ing, or a bird alighting a t  dusk among the branches of a tree. to appreciate the 

importance and difficulty of the ~ ~ i s u a l  appreciation of motion. Considering this 

overwhelming importance it is surprising to find how slow are the receptors and 

how long is the latency for the message in the optic nerve, and e~-en  more surprising 

to find how well the system works in spite of this slowness. 

Recent psychophysical work has improved our understanding of these problems. 

At one time i t  was thought that image motion aided resolution (Narshall SI Talbot 

1942),but this was hard to believe because of the bll~rring effect of the eye's long 

LGN 
afferents

layer 4 
cortex

Barlow (1981)



metabolic load by lowering mean spike rates. Furthermore, these
three findings suggest that nCRF stimulation reduces the effective
bandwidth of single neurons, thereby restricting the range of
stimuli that they represent.

nCRF stimulation increases information
transmission rate
Does this shrinkage in effective bandwidth reduce the amount of
information represented by V1 neurons? If information is lost,
then the stimulus representation will be coarsened rather than
made sparser (Foldiak and Young, 1995; Olshausen and Field,
1997; Barlow, 2001). Information must be preserved if nCRF
stimulation truly increases sparseness. Information transmission
can be preserved in numerous ways. One possibility is that the
overall information transmission rate might be preserved at the
level of individual neurons. Alternatively, some neurons may
increase their information transmission rates while other neurons
transmit less information.

Information transmission rates (bits per second) for our sample
of V1 neurons are shown in Figure 6A–D. For each neuron at
each stimulus size, we compared information rates observed with
and without nCRF stimulation. Neurons with significantly in-
creased information rates are shown in black, while those with sig-
nificantly decreased rates are shown in white (p ! 0.01). The effects
of natural nCRF stimulation vary across neurons. Some exhibit
decreases in information transmission rates, whereas others exhibit
increases. Interestingly, significant increases in information trans-
mission rates occur more frequently than significant decreases. The
ratio of significant increases to significant decreases is 3.8:1 at 2 !
CRF, 3.4:1 at 3 ! CRF, and 3.7:1 at 4 ! CRF.

For our sample of neurons, the average information transmis-
sion rate also increases with stimulus size (Fig. 6E). The increase
in mean rate is modest but statistically significant for stimulus
sizes of 2 ! CRF and 3 ! CRF (p ! 0.05) and is marginally
significant for stimuli of 4 ! CRF diameter (p ! 0.07).

Table 1 shows the average information rate as a function of
stimulus size and time-bin duration. In general, the average rate
increases as time-bin duration decreases. From 50 msec to 4.6
msec, the information transmission rate increases by "250%. The
increase in information rates for short binning times is commonly
observed in neurophysiological data sets (Strong et al., 1998) and

occurs because H(r) increases more rapidly than H(r!s) as bin
duration shrinks.

Our second prediction is that the average information trans-
mission rate should not decrease as stimulus size increases. Our
results demonstrate that information transmission actually in-
creases with stimulus size. This is consistent with the predicted
preservation of information. It also suggests that nCRF stimula-
tion may be necessary to fully realize the information-processing
potential of V1 neurons.

nCRF stimulation increases information per spike
As discussed in the introductory remarks, sparse coding offers
several potential advantages to the nervous system. It may sim-
plify development of neural connections, increase learning rates,
and increase memory capacity (Barlow, 1961, 2001). Sparse cod-
ing also reduces the number of action potentials required to
represent a scene and thereby decreases the metabolic demands
of information processing (Srinivasan et al., 1982; Laughlin et al.,
1998). If the system is to maintain the fidelity with which a scene
is represented, this reduction in spiking activity must be accom-
panied by an increase in the average amount of information each
spike provides about the stimulus. Thus, natural nCRF stimula-
tion should increase the average information carried by each
spike.

The average information that a spike transmits about the stim-
ulus is found by simply dividing the information per second by the
mean number of spikes per second: Ispike # Isec/", where " is the
mean spike rate of the neuron for all stimuli of a given size.

Information transmission per spike is shown in Figure 7A–D.
Figure conventions are identical to those used in Figure 6. Stim-
ulation of the nCRF can increase or decrease the information per
spike, but the trend is strongly toward increasing the information
content of spikes. The ratio of neurons with significant increases
to those with significant decreases is 6.5:1 at 2 ! CRF and 26:1 at
3 ! CRF. For data obtained with stimuli of 4 ! CRF diameter,
all significantly modulated neurons show increases in their infor-
mation transmission per spike.

The mean information per spike also increases substantially as
a function of stimulus size (Fig. 7E, black circles). For stimuli of
4 ! CRF diameter, the mean information per spike is 1.85 times
larger than that of the value obtained with CRF-sized stimuli. All

Figure 4. The nCRF modulates responses dur-
ing natural vision. A, PSTH obtained from one
V1 neuron in response to a natural-vision movie
confined to the CRF. Responses are weakly mod-
ulated by the simulated fixations (information per
second, 13.1 bits/sec; information per spike, 0.18
bits/spike; efficiency, 10%; selectivity index, 13%).
B, Responses of the same cell to a natural-vision
movie composed of the CRF stimulation used in
A plus a circular surrounding region. The overall
stimulus size was 4 ! CRF diameter. Stimulation
of the nCRF dramatically increases variation of
responses across fixations (information per sec-
ond, 28.4 bits/sec; information per spike, 0.67 bits/
spike; efficiency, 26%; selectivity index, 51%). Re-
sponses to some stimuli are significantly enhanced
(black bins; p ! 0.01). For this neuron, enhance-
ment is concentrated in the onset transients oc-
curring at the beginning of simulated fixations.
Other responses are strongly suppressed (white
bins; p ! 0.01). The under-bar highlights those
time bins where significant enhancement and sup-
pression occur.

Vinje and Gallant • nCRF Stimulation Increases Efficiency of V1 Cells J. Neurosci., April 1, 2002, 22(7):2904–2915 2909

Context in natural scenes sparsifies V1  
neural activity

Vinje & Gallant (2000)
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Chapter 2. The statistical structure of laminar recordings
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Figure 2.2: Convolutional sparse coding. A convolutional sparse coding model is a linear
generative model where data is represented as a sum of a convolution of a set of bases with
coe�cients which are expected to be sparse and independent in both time and channel. This
schematic shows how to reconstruct a portion of one channel of data at bottom using two basis
elements at left convolved with corresponding sparse coe�cients at right and summed. Estimation
of basis functions �ij and coe�cients xj (Eq. 2.1) are called ‘learning’ and ‘inference’, respectively.
Bases �ij are learned for spiking and LFP datasets separately for each recording penetration and
coe�cients are inferred for the entire recordings. This new representation has many desirable
properties.

2.2.5.1 Matching pursuit inference

The nature of the spiking and LFP datasets required the inference problem 2.2 to be solved
the using a di↵erent strategy for each case. For the spike dataset, which is made up primarily
of highly sparse spike activity separated in time as well as in space among the channels and
mixed with approximately gaussian noise, a greedy algorithm, matching pursuit73,87,102, was
chosen. This algorithm is e�cient for a high degree of assumed sparsity when the basis
functions can be assumed to be relatively incoherent. Its goal is to represent the data with

19

yi(t) =
X

j

�ij(t) ⇤ xj(t)

Sparse coding convolution model



Chapter 2. The statistical structure of laminar recordings

a

b
1ms

1ms

channels

time

superficial

deep

t6

Figure 2.5: Learned spike basis. (a) A convolutional sparse coding basis learned from high-pass
filtered data from one recording penetration. Each subplot consists of a single basis function with
polytrode channels on the vertical axis oriented with superficial layers at top and 2 ms of time on
the horizontal axis. The basis functions are plotted as correlation kernels. Plots are in normalized
units, with reds indicating positive voltages and blues negative voltages. Several classes of basis
functions are readily discernible, including spike-like waveforms, noise basis functions correlated
across channels, as well as unresolved multi-unit activity. (b) A subset of basis functions in (a)
that are localized in time and across channels redrawn as line plots for visualization, ordered from
superficial to deep. These basis elements correlated well with spike events in the raw data.
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Learned ‘spike’ kernels �ij(t)



Chapter 2. The statistical structure of laminar recordings

a
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t6

Figure 2.7: Learned LFP basis. (a) A convolutional sparse coding basis learned from low-pass
filtered data from one recording penetration. Basis functions are displayed as in Fig. 2.5 with
128 ms on the time axis. Basis functions fall into a few general classes, including components that
are localized in time with features divided across lamina, localized in time but correlated across
lamina, with extend low frequency structure in time, as well as basis functions corresponding to
60 Hz line noise. (b) The same basis replotted as a line plot for visualization purposes.

30

Learned LFP kernels �ij(t)
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beck p4, cell10+1, heise vs. linear
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What are we missing?



‘Intrinsic Images’ 
(Barrow & Tenenbaum, 1978)

Figure 8   A parallel computational model for recovering intrinsic images

The basic model consists of a stack of registered arrays, representing the original
intensity image (top) and the primary intrinsic arrays. Processing is initialized by
detecting intensity edges in the original image, interpreting them according to the
catalog, and then creating the appropriate edges in the intrinsic images (as implied by
the downward sweeping arrows).

Parallel local operations (shown as circles) modify the values in each intrinsic image
to make them consistent with the intraimage continuity and limit constraints.
Simultaneously, a second set of processes (shown as vertical lines) operates to make
the values consistent with interimage photometric constraints. A third set of processes
(shown as Xs) operates to insert and delete edge elements, which locally inhibit
continuity constraints. The constraint and edge modification processes operate
continuously and interact to recover accurate intrinsic scene characteristics and to
perfect the initial edge interpretation.

Characteristics From Images                                                                                                                                                                                          17



lens

ImageWorld Model

Perception as inference



Hierarchical Bayesian inference in visual cortex 
(Lee & Mumford, 2003)

areas of the image are in shadow. Second, the high-level
knowledge of the identity of an individual suggests that a
face should have certain proportions, as measured from
the low-level data in V1. Both sets of information would
go into the full explanation of the image.

This basic formulation can also capture the interaction
among multiple cortical areas, such as V1, V2, V4, and
the inferotemporal cortex (IT). Note that although feed-
back goes all the way back to the LGN and it is simple to
include the LGN in the scheme, the computational role of
the thalamic nuclei could potentially be quite different.30

Hence we decide not to consider the various thalamic ar-
eas, the LGN, and the nuclei of the pulvinar, in this pic-
ture at present. The formalism that we introduce applies
to any set of cortical areas with arbitrary connections be-
tween them. But for simplicity of exposition, we assume
that our areas are connected like a chain. That is, we as-
sume that each area computes a set of features or beliefs,
which we now call xv1 , xv2 , xv4 , and xIT , and we make
the simplifying assumption that if, in the sequence of
variables (x0 , xv1 , xv2 , xv4 , xIT), any variable is fixed,
then the variables before and after it are conditionally in-
dependent. This means that we can factor the probabil-
ity model for these variables and the evidence x0 as

P!x0 , xv1 , xv2 , xv4 , xIT"

! P!x0!xv1"P!xv1!xv2"P!xv2!xv4"P!xv4!xIT"P!xIT"

and make our model an (undirected) graphical model or
Markov random field based on the chain of variables:

x0 ↔ xv1 ↔ xv2 ↔ xv4 ↔ xIT .

From this it follows that

P!xv1!x0 , xv2 , xv4 , xIT" ! P!x0!xv1"P!xv1!xv2"/Z1 ,

P!xv2!x0 , xv1 , xv4 , xIT" ! P!xv1!xv2"P!xv2!xv4"/Z2 ,

P!xv4!x0 , xv1 , xv2 , xIT" ! P!xv2!xv4"P!xv4!xIT"/Z4 .

More generally, in a graphical model one needs only po-
tentials #(xi , xj) indicating the preferred pairs of values
of directly linked variables xi and xj , and we have

P!xv1!x0 , xv2 , xv4 , xIT"

! #!x0 , xv1"#!xv1 , xv2"/Z!x0 , xv2" ,

P!xv2!x0 , xv1 , xv4 , xIT"

! #!xv1 , xv2"#!xv2 , xv4"/Z!vv1 , xv4",

P!xv4!x0 , xv1 , xv2 , xIT"

! #!xv2 , xv4"#!xv4 , xIT"/Z!xv2 , xIT",

where Z(xi , xj) is a constant needed to normalize the
function to a probability distribution. The potentials
must be learned from experience with the world and con-
stitute the guts of the model. This is a very active area
in machine learning research.4,6,8,19,20

In this framework each cortical area is an expert for in-
ferring certain aspects of the visual scene, but its infer-
ence is constrained by both the bottom-up data coming in
on the feedforward pathway (the first factor in the right-
hand side of each of the above equations) and the top-
down data feeding back (the second factor) [see Fig. 2(a)].

Each cortical area seeks to maximize by competition the
probability of its computed features (or beliefs) xi by com-
bining the top-down and bottom-up data with use of the
above formulas (the Z’s can be ignored). The system as a
whole moves, game theoretically, toward an equilibrium
in which each xi has an optimum value given all the other
x’s. In particular, at each point in time, a distribution of
beliefs exist at each level. Feedback from all higher ar-
eas can ripple back to V1 and cause a shift in the pre-
ferred beliefs computed in V1, which in turn can sharpen
and collapse the belief distribution in the higher areas.
Thus long-latency responses in V1 will tend to reflect in-
creasingly more global feedback from abstract higher-
level features, such as illumination and the segmentation
of the image into major objects. For instance, a faint
edge could turn out to be an important object boundary
after the whole image is interpreted, although the edge
was suppressed as a bit of texture during the first
bottom-up pass. The long-latency responses in IT, on the
other hand, will tend to reflect fine details and more-
precise information about a specific object.

The feedforward input drives the generation of the hy-
potheses, and the feedback from higher inference areas

Fig. 2. (a) Schematic of the proposed hierarchical Bayesian in-
ference framework in the cortex: The different visual areas
(boxes) are linked together as a Markov chain. The activity in
V1, x1 , is influenced by the bottom-up feedforward data x0 and
the probabilistic priors P(x1!x2) fed back from V2. The concept
of a Markov chain is important computationally because each
area is influenced mainly by its direct neighbors. (b) An alter-
native way of implementing hierarchical Bayesian inference by
using particle filtering and belief propagation: B1 and B2 are
bottom-up and top-down beliefs, respectively. They are sets of
numbers that reflect the conditional probabilities of the particles
conditioned on the context that has been incorporated by the be-
lief propagation so far. The top-down beliefs are the responses
of the deep layer pyramidal cells that project backward, and the
bottom-up beliefs are the activities of the responses of the super-
ficial layer pyramidal cells that project to the higher areas. The
potentials # are the synaptic weights at the terminals of the pro-
jecting axons. A hypothesis particle may link a set of particles
spanning several cortical areas, and the probability of this hy-
pothesis particle could be signified by its binding strength via ei-
ther synchrony or rapid synaptic weight changes.

1436 J. Opt. Soc. Am. A/Vol. 20, No. 7 /July 2003 T. S. Lee and D. Mumford
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• V1 neurons do have receptive fields, but they don’t tell you 
very much.

• Fundamentally, vision is an inference problem.

• Neural models of perceptual inference rely upon recurrent 
computation in which information propagates both within and 
between levels of representation in a bi-directional manner. 

• Instead of characterizing ‘receptive fields’ and ‘tuning’ of 
individual neurons, our focus should be on how populations of 
neurons interact to perform collective computations.

Main points

Olshausen BA (2014) Perception as an Inference Problem.  In:  The Cognitive Neurosciences V.  
M. Gazzaniga, R. Mangun, Eds.  MIT Press.


